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Abstract— The rapid adoption of large language models 
(LLMs) as writing aids in scholarly work has raised 
concerns that academic English is converging toward a 
narrower, more predictable register. This study examines 
lexical homogenization in academic discourse by analysing 
a stratified corpus of 48,000 English-language abstracts 
published between 2019 and 2024 across four disciplines. 
Using a validated lexicon of style-marker words previously 
associated with LLM-assisted text, alongside type-token 
ratio, self-similarity (self-BLEU), and language-model 
perplexity as complementary measures of predictability, 
the study finds a sharp, statistically significant shift in 
academic vocabulary beginning in 2023. Marker word 
density per 10,000 words rose from 3.6 in 2022 to 11.4 in 
2024, while lexical diversity declined and cross-abstract 
textual similarity increased. Regression analysis shows that 
marker word density is a strong predictor of reduced 
perplexity under a pre-2022 reference language model (R² 
= 0.61), indicating that recent academic writing has become 
measurably more predictable, in effect allowing English to 
anticipate itself. Disciplinary comparison shows that 
technology-adjacent fields exhibit the largest 
homogenization effect. These findings support the 
hypothesis that AI-mediated writing assistance, while 
improving surface fluency, is narrowing the stylistic range 
of scholarly English. 

Keywords: lexical homogenization, large language models, 
academic discourse, corpus linguistics, stylometry, 
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INTRODUCTION 

Academic writing has long been recognised as a distinct 
register, characterised by hedging, nominalization, and 
disciplinary formulae that vary systematically across fields. The 
emergence of generative large language models, and their rapid 
uptake as drafting and editing aids since late 2022, has 
introduced a new influence on this register: a shared statistical 
model of English standing behind an increasing share of 
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published prose. Because LLMs generate text by predicting the 
most probable continuation of a sequence, their outputs are, by 
construction, biased toward high-frequency, low-surprisal 
phrasing. When many authors across many institutions rely on 
the same underlying models to polish or generate text, an 
increase in the statistical predictability of the resulting corpus, 
and a corresponding decline in its lexical variety, would be an 
expected outcome. 

Early evidence for this phenomenon has come from 
vocabulary-based detection studies. Large-scale analysis of 
biomedical abstracts has shown an abrupt rise in the frequency 
of certain style words such as delve, underscore, and intricate 
immediately following the public release of ChatGPT, a shift 
large enough to estimate that a substantial share of 2024 
abstracts had been processed by an LLM. Parallel work on peer 
review text and on collaborative writing experiments has 
documented a related but distinct effect: not only does specific 
vocabulary shift, but the overall diversity of text produced by 
different authors declines when those authors rely on the same 
generative model. Together, these findings motivate a more 
general question that has received less direct empirical 
attention: is academic English, considered as a whole, 
becoming more internally predictable, in the specific sense that 
a language model trained on pre-LLM writing would assign 
increasingly higher probability to more recent text. 

This paper addresses that question directly. Rather than relying 
on marker word frequency alone as a proxy for AI involvement, 
it combines lexical, distributional, and information-theoretic 
measures within a single corpus design, allowing the 
relationship between vocabulary shift and predictability to be 
tested statistically rather than assumed. The study further asks 
whether this homogenization effect is uniform across 
disciplines or concentrated in fields with greater early exposure 
to AI writing tools. The remainder of the paper reviews relevant 
literature, describes the corpus and methodology, presents 
results, and discusses their implications for scholarly 
communication and journal editorial policy. 

LITERATURE REVIEW 

Concern about the linguistic footprint of large language models 
in scholarly writing began with large-scale vocabulary studies. 
Kobak, González-Márquez, Horvát, and Lause analysed more 
than fifteen million PubMed abstracts published between 2010 
and 2024 and identified an unprecedented rise in a defined set 
of style words beginning in 2023, concluding that at least 13.5 
percent of 2024 abstracts showed evidence of LLM 
involvement, with the figure reaching 40 percent in some sub-

corpora. Their companion dataset documenting biomedical 
research trends, produced by González-Márquez, Schmidt, 
Schmidt, Berens, and Kobak, provided the underlying corpus 
infrastructure later reused across several related studies. 
Building on this approach, Gray applied a similar 
contamination estimation method to a broader cross-
disciplinary literature sample, corroborating the finding that 
vocabulary shift is detectable outside biomedicine as well. 

Attention has also turned to how LLM use affects text at the 
level of a whole document rather than individual words. Liang 
and colleagues developed a maximum likelihood approach for 
estimating the proportion of a corpus substantially modified by 
an LLM and applied it to peer review text submitted to major 
artificial intelligence conferences, finding that between 6.5 and 
16.9 percent of review text showed signs of substantial LLM 
modification, with a further observation that LLM-generated 
reviews tend to converge on similar recurring themes, a form of 
content level homogenization. In related work, the same 
research group examined whether LLMs can provide useful 
feedback on research manuscripts at scale, finding that model-
generated feedback overlapped considerably with human 
reviewer feedback but showed less variation across reviewers 
than human feedback did. 

Controlled experimental work has isolated the mechanism 
behind this convergence. Padmakumar and He conducted a co-
writing experiment in which participants drafted argumentative 
essays with the assistance of either a base language model or an 
instruction-tuned model, and found that writing with the 
instruction-tuned model produced a statistically significant 
reduction in lexical and content diversity, increasing the 
similarity between essays written by different authors. This 
effect built on earlier findings by Jakesch, Hancock, and 
Naaman, who showed that co-writing with an opinionated 
language model could shift the expressed views of users, 
suggesting that model influence extends beyond surface 
wording into the substance of what is written. At a larger 
observational scale, Sourati and colleagues analysed more than 
880,000 texts across social media, news, and scholarly domains 
and found that the adoption of LLM writing assistance was 
associated with a 21 to 50 percent reduction in writing-
complexity variance, along with a narrowing of the 
demographic and stylistic signals ordinarily carried by word 
choice. 

These findings sit within a longer corpus linguistics tradition 
concerned with register variation. Biber's foundational 
multidimensional analysis of speech and writing established 
that written registers, including academic prose, occupy a 
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describable position along dimensions such as informational 
density and explicit argumentation, a framework extended by 
Biber and Conrad's later treatment of register, genre, and style 
as jointly observable through corpus frequency data. Kilgarriff's 
methodological work on comparing corpora provided the 
statistical basis, based on word frequency comparison, that later 
vocabulary-shift studies of LLM influence have implicitly 
relied upon. Read together, this literature supports treating 
lexical homogenization not as a purely qualitative impression 
but as a measurable, corpus level phenomenon with an 
identifiable statistical signature, and it points to a gap this study 
addresses directly: no prior work has combined marker word 
frequency with an explicit predictability measure, such as 
language model perplexity, to test whether increased marker 
word use corresponds to a genuine increase in the statistical 
predictability of academic English. 

CORPUS AND METHODOLOGY 

The corpus comprised 48,000 English-language research 
abstracts drawn from open-access journal repositories, sampled 
in equal proportion across four disciplines selected to vary in 
expected exposure to AI writing tools: computer science and 
artificial intelligence, environmental science, sociology, and 
applied linguistics. For each discipline, 2,000 abstracts were 
sampled per year from 2019 through 2024, yielding 8,000 
abstracts per year and 12,000 abstracts per discipline. Sampling 
was restricted to abstracts of 150 to 300 words to control for 
length effects on lexical statistics. 

Four measures were computed for each abstract and aggregated 
by year and discipline. First, marker word density was 
calculated as the frequency, per 10,000 words, of twelve style 
words previously identified in the literature as 
disproportionately associated with LLM-assisted text, 
including delve, underscore, intricate, pivotal, notably, crucial, 
comprehensive, robust, showcase, boast, novel, and 
multifaceted. Second, type-token ratio (TTR) was computed per 
abstract as a standard measure of lexical diversity, using a 
moving-window correction to control for text length. Third, 
self-BLEU was computed within each year-discipline stratum 
by scoring each abstract against ten randomly sampled abstracts 
from the same stratum, with higher scores indicating greater 
textual similarity among abstracts. Fourth, perplexity was 
computed for each abstract under a fixed 4-gram language 
model trained exclusively on a held-out set of pre-2022 
abstracts, so that later abstracts were scored against a stable, 
pre-LLM reference distribution of English; a decline in 
perplexity over time indicates that text is becoming more 
predictable relative to that fixed baseline. 

Differences across years were tested using one-way analysis of 
variance (ANOVA) with Tukey post hoc comparisons, and the 
relationship between marker word density and the other three 
measures was tested using ordinary least squares regression, 
with year and discipline included as covariates. A five percent 
significance threshold was applied throughout. 

RESULTS 

Table 1 summarises the corpus composition, which was 
balanced by design across years and disciplines. 

Table 1. Corpus composition by year and discipline (N = 
48,000) 

Ye
ar 

Comput
er 
Science/
AI 

Environme
ntal 
Science 

Sociolo
gy 

Applied 
Linguist
ics 

Tot
al 

201
9 

2,000 2,000 2,000 2,000 8,00
0 

202
0 

2,000 2,000 2,000 2,000 8,00
0 

202
1 

2,000 2,000 2,000 2,000 8,00
0 

202
2 

2,000 2,000 2,000 2,000 8,00
0 

202
3 

2,000 2,000 2,000 2,000 8,00
0 

202
4 

2,000 2,000 2,000 2,000 8,00
0 

Table 2 reports the four corpus-level measures by year, pooled 
across disciplines. All four measures were stable between 2019 
and 2022 and shifted sharply from 2023 onward. 
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Table 2. Lexical and predictability measures by year, 
pooled across disciplines 

Year Marker 
density (per 
10,000 words) 

Type-
token 
ratio 

Self-
BLEU 

Mean 
perplexity 

2019 3.1 0.62 0.18 142.4 
2020 3.3 0.61 0.19 138.9 
2021 3.4 0.61 0.19 140.1 
2022 3.6 0.60 0.20 137.6 
2023 6.8 0.55 0.27 118.3 
2024 11.4 0.49 0.34 97.2 

A one-way ANOVA confirmed that marker word density 
differed significantly across years (F(5, 47994) = 612.8, p < 
0.001), with post hoc comparisons showing no significant 
difference among 2019 to 2022 but significant increases at each 
subsequent year from 2023 onward. The same pattern held for 
type-token ratio (F(5, 47994) = 388.4, p < 0.001) and self-
BLEU (F(5, 47994) = 401.7, p < 0.001). 

 

Regression analysis, reported in Table 3, tested whether marker 
word density predicted the other three measures after 
controlling for year and discipline. 

Table 3. Regression results predicting lexical diversity, 
similarity, and perplexity from marker word density 

Outcome 
variable 

Standardised β 
(marker 
density) 

t p R² (full 
model) 

Type-token 
ratio 

-0.74 -
41.2 

< 
0.001 

0.58 

Self-BLEU 0.71 38.6 < 
0.001 

0.52 

Perplexity 
(pre-2022 
LM) 

-0.78 -
44.9 

< 
0.001 

0.61 

Marker word density was a strong and significant predictor of 
all three outcomes, indicating that abstracts with a higher 
concentration of the twelve marker words were also less 
lexically diverse, more similar to other abstracts in the same 
year and discipline, and more predictable under a fixed pre-
2022 language model. 

Table 4 presents the disciplinary comparison for 2024, the year 
of largest effect. 

Table 4. Marker word density and homogenization 
measures by discipline, 2024 (n = 2,000 per discipline) 

Discipline Marker density 
(per 10,000 
words) 

Type-
token 
ratio 

Self-
BLEU 

Computer 
Science/AI 

15.2 0.44 0.39 

Environmental 
Science 

11.8 0.48 0.35 

Applied 
Linguistics 

10.6 0.50 0.33 

Sociology 7.9 0.53 0.28 

 

A one-way ANOVA confirmed a significant discipline effect 
on 2024 marker word density (F(3, 7996) = 182.6, p < 0.001), 
with Tukey post hoc tests showing that computer science and 
artificial intelligence abstracts differed significantly from all 
other disciplines, while sociology showed the smallest shift. 

DISCUSSION 
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The results show a coherent and internally consistent pattern 
across four independent measures. Marker word density, lexical 
diversity, cross-document similarity, and language model 
perplexity all remained stable through 2022 and shifted sharply 
from 2023 onward, coinciding with the period following the 
public release of ChatGPT. This timing and the magnitude of 
the regression coefficients linking marker word density to 
reduced perplexity support the interpretation that increased 
marker word usage is not an isolated stylistic curiosity but a 
visible symptom of a broader statistical narrowing of academic 
English, consistent with the excess vocabulary findings 
reported for biomedical abstracts and with experimental 
evidence that co-writing with instruction-tuned models reduces 
content diversity. 

The disciplinary gradient observed here, with computer science 
and artificial intelligence showing the largest effect and 
sociology the smallest, mirrors the pattern of differential LLM 
adoption reported in large-scale contamination studies, and is 
consistent with the plausible mechanism that researchers 
working closest to AI tools are also the earliest and most 
frequent adopters of AI writing assistance. This gradient 
suggests that lexical homogenization is not a uniform property 
of scholarly English but tracks the diffusion of a specific 
technology through specific research communities, a pattern 
that future work could track longitudinally to test whether other 
disciplines converge toward the levels currently observed in 
technology-adjacent fields. 

The predictability finding carries a specific implication beyond 
vocabulary counting. A decline in perplexity under a fixed pre-
2022 reference model means that recent text increasingly 
resembles the kind of text that model would already expect, 
which is precisely the outcome one would predict if a growing 
share of that text were generated or heavily revised by systems 
trained to produce high-probability continuations of existing 
English. In this sense, the titular observation that English is 
beginning to predict itself is not a metaphor but a measurable 
property of the corpus: the language of recent abstracts is more 
anticipatable, by a model trained only on earlier language, than 
the language of abstracts written before large-scale AI writing 
assistance became available. 

These findings should be read alongside several limitations. 
Marker word lists derived from one domain, such as 
biomedicine, may not capture the full range of stylistic markers 
relevant to other fields, and perplexity under a single 4-gram 
model is a coarse, though interpretable, proxy for predictability. 
The design is also correlational rather than causal, and cannot 
rule out that broader shifts in editorial style guidance 

contributed independently to the observed trend. Despite these 
limitations, the convergence of four distinct measures on the 
same 2023 inflection point, together with their strong mutual 
association in regression, provides substantial evidence that a 
genuine homogenization process is underway in academic 
discourse. 

CONCLUSION 

This study set out to test, rather than merely assert, whether 
academic English has become measurably more predictable 
following the widespread adoption of AI writing tools. Using a 
corpus of 48,000 abstracts across four disciplines and six years, 
it found a sharp and statistically significant increase in AI-
associated marker vocabulary beginning in 2023, accompanied 
by declining lexical diversity, rising cross-document similarity, 
and reduced perplexity under a stable pre-2022 language model. 
The strength of the association between marker word density 
and predictability suggests that vocabulary shift and statistical 
homogenization are two observable facets of the same 
underlying process. Disciplines most exposed to AI tools 
showed the largest effect, pointing to a diffusion pattern that 
merits continued monitoring. As journals and research 
communities consider policy responses to AI-assisted writing, 
these findings suggest that attention to vocabulary alone 
understates the scope of the change under way, and that 
predictability itself may be a useful, quantifiable indicator for 
tracking the evolving character of scholarly English. 
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